
Accelerating Inference at Scale

OpenFold, developed by Columbia University, is an open-source 
protein structure prediction model implemented with PyTorch. The 
goal of OpenFold is to verify that AlphaFold 2 — DeepMind's protein 
structure prediction model — can be reproduced from scratch and 
past that, make components of the system available to like-minded 
researchers and academics so they can build on top of it. 

When compared, OpenFold has the following advantages over the 
reference implementation:

● Faster inference on GPU, sometimes by as much as 2x. 
● Inference on extremely long chains, supports predictions of 

protein structures up to 4,600 residues long on a single A100. 
● Custom CUDA attention kernels modified from FastFold's kernels 

support in-place attention to optimize memory use.
● FlashAttention support greatly speeds up model training. 
● Compatible with alternative MSA-generation tools like MMSeqs2.

The scatterplot above (GDT_TS scores on CAMEO-based validation 
set) shows that OpenFold's accuracy is highly comparable to 
AlphaFold 2. In fact, on average, OpenFold has a slightly higher 
accuracy than AlphaFold 2. 

Comparing Openfold and AlphaFold 2 
for Structure Prediction

An Accessible and Flexible Alternative
The OpenFold development team has publically released the model 
weights and training data — consisting of 400,000 MSAs and PDB70 
template hit files — under a permissive license, meaning anyone can 
use and improve the model without restrictions. In addition, using 
Python and PyTorch for implementation offers access to a vast array 
of ML modules and developers, thereby ensuring its continued 
improvement and optimization.

OpenFold x W&B and Beyond

The collaborative nature of Weights & Biases allowed for insights to 
scale from a single researcher to the entire team. Better yet, to share 
those findings with the broader scientific community. 

The existence of OpenFold means there is high-quality, trainable 
implementations that other researchers can use as modules 
elsewhere. Open source systems like OpenFold are a step in the right 
direction for modern scientific research — providing reproducibility, 
transparency, and opportunities for collaboration.

Recently, OpenFold has already inspired researchers to leverage it for 
other modalities. The ESM2 protein language model from Meta is one 
of the latest projects that OpenFold has helped enable. Uni-Fold and 
FastFold are two other open source protein folding repositories that 
also draw from OpenFold to a large degree. 

The accuracy for both AlphaFold 2 and OpenFold climbs very sharply and then 
tapers off for a long and gradual increase. 

OpenFold's inference is identical to AlphaFold 2's by loading it with AlphaFold 2's weights 
and seeing it predict identical structures. 
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Comparison of OpenFold and AlphaFold2 predictions to the experimental structure of PDB 7KDX, chain B.

As the team continued experimentation, additional interesting insights 
surfaced through W&B's visualizations. 


